From Invention to Education: Impact of Technological
Innovation on Human Capital Formation in China

Sibo Liu Yifan Zhang Yunbin Zhang *

July 15, 2026

Abstract

This paper examines the causal effect of China’s surge in technological innovation on
educational attainment between 2000 and 2015. Exploiting heterogeneous prefecture-
level exposure to global innovation shocks and an instrumental-variables design based
on patent-citation networks, we find that faster local patent growth significantly raises
both high school and college attainment rates, with effects concentrated among rural
youth. We show that this pattern is driven less by rising wage premia for educated
urban workers and more by innovation-induced expansion of non-agricultural employ-
ment opportunities. Because rural youth increasingly transition into non-agricultural
jobs—either locally or through migration to urban labor markets—these expanding
opportunities raise the returns to schooling for rural households, motivating greater
educational investment. Overall, these results highlight technological innovation as
an important driver of educational upgrading and human capital accumulation. Our
findings also indicate that technological change can narrow, rather than widen, edu-
cational disparities between urban and rural areas in developing economies.
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1 Introduction

Technological innovation and human capital are widely recognized as important drivers
of economic growth, each playing a crucial role in shaping the economic landscape. An
extensive literature examines how human capital influences innovation outcomes, as high-
lighted by Goldin and Katz (2009), Bell et al. (2019) and Aghion and Griffith (2022).
However, relatively little is known about how innovation, in turn, fuels further human
capital formation. Investigating how innovation affects education is essential for devel-
oping strategies that can sustain long-term economic development. This exploration can
reveal the overall effects of innovation on educational attainment and may also have dis-
tributional implications if the effects vary across different regions or socioeconomic groups.
Understanding this relationship is important for fostering economic growth, adapting to
labor market changes, and guiding educational planning.

This paper examines the causal impacts of China’s innovation surges on educational
attainment among Chinese youth. China is a useful setting for three reasons. First, the
period witnessed an exceptional increase in patenting activity and a rapid shift toward
knowledge-intensive production. Over the years, China has made substantial investments in
research and development (R&D) to accelerate its development process (Sun et al. (2020)).
China experienced a substantial leap in innovation activities, evidenced by an exponential
increase in the annual number of patents granted. According to Figure A1, China’s number
of patents granted overtook that of the United States after 2016.

Second, China simultaneously experienced large increases in secondary and tertiary ed-
ucation. Figure A2 shows the evolution of high school and college attainment rates. Specif-
ically, the high school attainment rate for the relevant age group increased from 33.6% to
91.2% between 1995 and 2020. Similarly, the college attainment rate for the appropriate
age group surged from 7.2% to 54.4% during the same period. Importantly, China’s ed-
ucational expansion during this period was driven primarily by capacity increases rather
than quota changes—the government actively promoted universal high school education
and expanded college admissions, making supply-side constraints less binding. Examining
the long-term impact of innovation on educational attainment in China provides valuable

insights into the “race between education and technology” (Goldin and Katz (2009)) in



developing countries.

Third, the country’s urban-rural divide creates a natural environment in which to study
heterogeneous responses. Rural youth often face lower baseline access to non-agricultural
employment and weaker family resources, so innovation may have especially large effects if
it expands the value of education as a route into modern-sector jobs.

These aggregate trends raise a natural question: did local innovation, gauged by patent
output, contribute to local human-capital formation? The answer is not obvious a priori,
because innovation can affect schooling through at least three channels that operate in
opposing directions. First, if innovation is skill-biased, it can raise the demand for edu-
cated labor and increase the wage premium associated with schooling. Second, innovation
can expand access to modern, non-agricultural jobs, making education more valuable as
a pathway out of traditional agricultural employment—whether through local structural
change or migration to urban labor markets. Third, and working in the opposite direc-
tion, innovation may also raise the opportunity cost of schooling if it generates immediate,
low-skill employment opportunities that draw young people out of school. The net effect
therefore depends on whether the wage-premium and job-access channels dominate the
opportunity-cost channel. This dominance is not guaranteed by theory; it is fundamentally
an empirical question. Our conceptual framework in Section 2 formalizes this tradeoff and
shows that the schooling response should be strongest when innovation raises the education
gradient in access to high-return jobs.

Our main empirical specification is a long-difference regression at the Chinese prefecture
level. The dependent variable is the change in the high school or college attainment rates
between 2000 and 2015 in China. The main independent variable is the log difference in
the number of patents filed and subsequently granted over the same period, counted by
filing year.

The main empirical challenge is that local innovation is endogenous. Cities with stronger
institutions, more forward-looking households, better schools, or faster economic growth
may both innovate more and experience faster educational upgrading. Reverse causality is
also possible: cities with more educated youth may become more innovative. To address
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to global innovation shocks across Chinese prefecture-level cities.

Our instrument is based on the logic of idea diffusion and recombination. Following
the methodologies of Berkes and Gaetani (2023) and Liu and Ma (2021), we posit that
domestic innovation production partly results from the diffusion and recombination of ideas
generated globally, propagating across geographic areas and technology classes through
persistent, predetermined channels. In China, domestic innovation partly builds on ideas
generated elsewhere, and the strength of these knowledge links can be measured using
predetermined patent-citation patterns. To construct the instrumental variable, we first use
Chinese patent citations from 1996-2000 to measure how strongly each Chinese technology
class was historically connected to foreign country—technology pairs. We then combine these
predetermined citation links with subsequent patent growth in foreign country—technology
pairs to predict patent growth in Chinese technology classes. Finally, we map predicted
technology-class growth to Chinese cities using their pre-period industrial composition.
The resulting instrument varies across cities because cities had different initial exposure to
technology classes that later experienced different global innovation shocks.

The identifying assumption is that, conditional on baseline education and city char-
acteristics, foreign patent growth interacted with predetermined Chinese exposure affects
later educational attainment only through its effect on local patenting. This assumption
would be violated if the same global technology shocks directly affected schooling through
other local channels, such as export demand, foreign direct investment, or imported cap-
ital goods. We therefore provide several checks. The instrument is strongly predictive of
actual patent growth. It is uncorrelated with pre-2000 trends in high school and college
education. The results are stable when controlling for changes in exports, imported capital
goods, and foreign direct investment. We also show that the estimates are not driven by a
small number of dominant technology-country shocks.

Our primary findings indicate that the expansion of local innovation activities, quanti-
fied as patent growth, significantly enhances the high school and college attainment rates.
Specifically, our estimates suggest that a one-log-point increase in patent growth results in
a 2.7 percentage-point increase in the high school attainment rate and a 2.6 percentage-
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effects exhibit heterogeneity between rural and urban youth. The estimates are positive
and statistically significant for rural youth at both the high school and the college levels.
For urban youth, the high school estimate is positive and significant, whereas the college es-
timate is positive but statistically insignificant. The effect of patent growth on educational
attainment is therefore consistently stronger for youth from rural households.

To understand the mechanisms through which patent growth influences educational
attainment, we examine the returns to education separately in urban and rural samples.
We find no evidence that patent growth increased the returns to education in urban areas,
suggesting that the skill-biased wage-premium channel is not the primary driver of our
results. Instead, patent growth raised the returns to education for rural migrant workers
who move into urban labor markets, pointing to the job-access channel as the operative
mechanism.

This mechanism is reinforced by our employment findings. Patent growth significantly
boosts net employment, with job creation outweighing job destruction. Much of this net
gain occurs in non-agricultural sectors. These new opportunities expand the options avail-
able to rural residents—whether through local structural change or by facilitating migration
into urban labor markets—and are consistent with our baseline result that rural youth are
more likely to pursue higher education in areas with robust patent growth. Taken together,
these findings indicate that innovation fosters human capital formation and economic mo-
bility by raising the returns to schooling for rural populations rather than by drawing young
people into immediate low-skill work.

This paper primarily contributes to the body of literature examining the impact of
economic policies on human capital formation. Several scholars have explored how trade
shocks influence educational attainment through changes in the demand for skills. No-
table studies include Greenland and Lopresti (2016) for the U.S., Atkin (2016) for Mexico,
Edmonds et al. (2010) for India, and Li (2018), Leight and Pan (2021) and Zhang and
Zhou (2023) for China. Additionally, there is a growing body of literature focusing on the
influence of early life circumstances or shocks—such as pandemics (Almond (2006)), neigh-
borhood crime rates (Damm and Dustmann (2014)), and public health insurance (Huang
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ings. To our knowledge, this is the first paper to analyze the effects of innovation, measured
by patent growth, on human capital accumulation in terms of high school and college at-
tainment among appropriately aged youth. Our findings underscore the significance of
innovation in human capital formation, revealing not only a new channel for fostering hu-
man capital but also illustrating a novel role of innovation beyond its direct contribution
to economic growth (e.g., Kogan et al. (2017); Acemoglu et al. (2018)).

Our study also contributes to the literature investigating skill-biased technological
change (SBTC). Goldin and Katz (2009), in their seminal book “The Race between Ed-
ucation and Technology”, provide a comprehensive framework for understanding how the
demand and supply of human capital have influenced the distribution of earnings in the U.S.
labor market throughout the twentieth century. They argue that technological progress,
being skill-biased, tends to increase inequality among skill groups unless counterbalanced
by a corresponding increase in the supply of human capital. The steady accumulation of
human capital has been the primary equalizer in the U.S. labor market (Goldin and Katz
(2009) and Acemoglu and Autor (2012)). The race between education and technology is
crucial, as it pertains to fundamental economic issues such as changes in educational wage
differentials (Katz and Murphy (1992); Autor et al. (2008) and Goldin and Katz (2009))
and subsequent wage inequality (Goldin and Katz (2007)). Our findings extend this dis-
course by providing evidence that the emergence of knowledge-based activities influences
the geographic distribution of educational attainment. Specifically, we demonstrate that
increases in patenting activities correlate with a rise in the supply of highly educated or
highly skilled labor in the context of a developing country. Notably, our urban null result on
education premiums is itself consistent with the “race” framework: if the supply response
to innovation is sufficiently elastic—as capacity-driven expansion in China’s cities would
predict—then the skill premium need not rise even when demand for skill increases. This
highlights a new dimension of SBTC’s impact, showing that innovation significantly shapes
human capital formation even where it leaves realized wage premiums largely unchanged.

We also contribute to the literature investigating the mechanisms behind schooling
choices for pupils in developing countries (Munshi and Rosenzweig (2006); Bursztyn and
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the Urban Household Surveys (UHS) and National Fixed Point Surveys (NFPS), we exam-
ine how households respond to the expansion of knowledge-based activities, as measured
by patent growth. Our analysis reveals that patenting is negatively associated with the
returns to education for urban residents. Concurrently, the expansion of innovation has
increased job opportunities outside the agricultural sector. These findings indicate that
rural populations benefit more significantly from innovation expansion in educational at-
tainment. Our results suggest that the job opportunities and returns to education induced
by patent growth jointly contribute to an increase in human capital investment and ac-
cumulation in China. This study thus provides new insights into how innovation-driven
economic changes can shape educational outcomes in developing countries, highlighting the
differential impacts on urban and rural populations.

Finally, our work makes a contribution to the expanding literature on the effects of inno-
vation. For instance, Aghion et al. (2019) exploit cross-state variation to demonstrate that
changes in innovation intensity can explain the rise in top-income inequality in the United
States. Additionally, Kogan et al. (2017) suggest that technological innovation accounts
for significant medium-run fluctuations in aggregate economic growth and total factor pro-
ductivity (TFP)." Florida and Mellander (2015) relate the increase in urban segregation in
U.S. metropolitan areas to the expansion of high-technology industry jobs, while Berkes and
Gaetani (2023) indicate that increased patent growth contributes to income segregation.
Related to our research, Ge et al. (2026) investigate how local innovation affects migration
decisions across different skill levels in China. Our paper contributes to this body of re-
search by providing causal evidence that patent growth leads to increased human capital
formation. Thus, we further enrich the literature by offering two novel perspectives on the
significance of innovation.

The remainder of the paper is organized as follows. Section 2 outlines a conceptual
framework. Section 3 presents the data sources and describes the construction of the
variables used throughout the paper. Section 4 describes the IV strategy used for our
causal inference. Section 5 reports our findings. Section 6 tests the economic mechanisms

behind it. Section 7 concludes.

!Several studies have focused on the correlation between innovation and economic growth, including
Chiu et al. (2017), Acemoglu et al. (2018), and Benhabib et al. (2021).
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2 Conceptual Framework

This section develops a simple conceptual framework to clarify how local innovation
may affect schooling decisions. The framework is not intended to be a fully structural
model of education, migration, and job search. Instead, it provides a reduced-form orga-
nizing framework built on three canonical mechanisms: human-capital investment (Becker,
1964), selection into modern-sector employment (Harris and Todaro, 1970), and skill-biased
technical change (Acemoglu, 2002). The key idea is that innovation can raise the return to
schooling not only by increasing wages for educated workers, but also by expanding access
to modern-sector jobs.

Consider individual ¢ from group g in local labor market m. In the empirical analysis,
g may distinguish rural and urban youth, and local innovation intensity I, is proxied
by patent growth. Let e € {0,1} denote schooling, where e = 1 represents additional

schooling. Expected earnings from schooling choice e are

Yom(e, In) = Pgm (€, In)war (€; Im) + [1 = pgm (€, Ton)] gy (€, Im), (1)

where wévm(e, I,,) is the wage in the non-agricultural or modern sector, ngm(e, I,,) is the
wage in the agricultural or traditional sector, and pg, (e, I,) is the probability of accessing
non-agricultural employment. Schooling may affect expected earnings through both wages
and job access. Local innovation may also affect both margins by changing the demand for
educated labor and by creating new non-agricultural employment opportunities.

The net return to schooling is

Rgm([m) = Y;Jm(L Im) - Y;Jm(ov Im) - Cgm(Im)7 (2)

where Cy,,(I,,) captures direct schooling costs, opportunity costs, credit constraints, and
other group-specific barriers to education. Individual ¢z chooses additional schooling when

the net return exceeds an individual-specific threshold:

Sigm = 1{Rgm(Im) = cig} , (3)

where ¢;, captures idiosyncratic costs, preferences, ability, household constraints, or other



individual-specific factors affecting schooling decisions.

A central object in the framework is the probability of accessing non-agricultural em-
ployment, pgm(e, ). This probability can be motivated by a Roy-style sectoral choice
condition. Suppose an individual can enter the non-agricultural sector when the value of
non-agricultural work exceeds the value of traditional work net of entry barriers:

VN (67 Im) - VA (67 Im) Z Kig, (4>

wgm wgm

where V;J (e, I,) and V;/,

(e, I,,) are the values of non-agricultural and agricultural work,
respectively, and k;4 captures migration costs, job-search frictions, information barriers, in-
stitutional restrictions, or other obstacles to entering modern-sector employment. If ;, has
cumulative distribution function F, 4, then the probability of non-agricultural employment

can be written as

Pam(€; Inm) = Fi g (%%(ea In) — Vqﬁ@(e’ Im)) . (5)

This expression shows that the job-access probability is not simply an arbitrary as-
sumption. Rather, it can be interpreted as the reduced-form probability that an individual
crosses the threshold required to enter the non-agricultural sector. Schooling can increase
this probability by helping individuals qualify for modern-sector jobs. Innovation can also
increase this probability by expanding local demand for educated labor, creating new firms
or occupations, or increasing the payoff to moving out of traditional employment.

To see the main channels more clearly, define the schooling difference operator
AX(e Iy,) = X(1,1,) — X(0,1,).

Differentiating the return to schooling with respect to innovation yields
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Iltgmiim) _ A 7 g S Im) g 7.y Zlgm s Am)
oL, e |Pgm(e, In) oL + (1 = pgm(e; L)) oL
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Opgm(e, 1) OC (1)
+A, [gT (whhales In) = wph(e, In)) | = =522 (6)
job—accezgchannel cost gﬁannel

Equation (6) decomposes the effect of innovation on the return to schooling into three
channels. The first is the wage-premium channel: innovation may raise the wage return
to education, especially if technological change is skill-biased. The second is the job-access
channel: innovation may increase the extent to which schooling allows individuals to enter
non-agricultural work. This channel is especially important when the modern sector pays
more than the traditional sector. The third is the cost channel: innovation may increase
the direct or opportunity cost of schooling if young people can earn more immediately by
leaving school.

The framework therefore does not imply that innovation must increase schooling. The
effect is positive only when the wage-premium and job-access channels dominate the opportunity-
cost channel. This condition is more likely to hold when new jobs are relatively skill-
intensive or when education is needed to access non-agricultural employment. It is less
likely to hold when innovation creates attractive low-skill jobs for teenagers or relaxes
labor demand in ways that make early labor-market entry more appealing.

The framework also generates a clear prediction about heterogeneity. Rural youth may
face lower baseline access to non-agricultural work because of migration costs, weaker infor-
mation networks, lower parental resources, or institutional barriers. For these individuals,
local innovation can have a large effect if it increases the value of education as a route
into modern employment. Thus, the schooling response to innovation should be larger for
rural youth if innovation raises the education gradient in non-agricultural job access more
strongly for them.

Our conceptual framework yields three empirical implications:

e Attainment. If innovation raises the expected return to schooling, faster patent



growth should lead to higher high school and college attainment rates.

e Rural heterogeneity and job access. If innovation increases the value of school-
ing as a pathway into non-agricultural employment, the attainment response should
be larger among rural youth, who initially face greater barriers to modern-sector em-
ployment. Patent growth should also be associated with greater movement of the

rural labor force out of agriculture.

e Education wage premiums. If changes in wage rewards are an important part
of the schooling response, patent growth should increase education wage premiums
among the workers whose educational choices respond most strongly. In the empirical
analysis, we examine this implication separately for urban workers and rural migrant

workers.

3 Data

3.1 Data on Patents

Chinese Patents Chinese patent data are from the China National Intellectual Prop-
erty Administration (CNIPA). This database provides detailed patent-level records for over
three million patents granted by CNIPA since 1985, covering all patents filed within China
regardless of applicant nationality. Each patent record includes the application and grant
dates, detailed technology classifications based on the International Patent Classification
(IPC) system, geographic locations of the patent assignee at the city level, and complete
citation information. Following Liu and Ma (2021), we use patent filing dates rather than
grant dates to capture actual innovation timing and avoid truncation bias from lengthy
approval processes. We restrict our sample to patents filed by the end of 2015 to ensure
complete coverage, as patents filed after 2015 may still be pending approval during our
study period. Throughout the paper, therefore, our patent counts refer to patents that
were filed in a given year and subsequently granted, and a city’s patent count for a given
year is the number of such patents whose assignee is located in that city. We use this

filing-year definition consistently for both the endogenous variable and the instrument.
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Google Patents We construct global innovation networks using Google Patents, which
aggregates over 36 million patents from more than 40 patent-granting authorities world-
wide, including the United States Patent and Trademark Office (USPTO), European Patent
Office (EPO), Japan Patent Office (JPO), and China’s CNIPA. This comprehensive cov-
erage is essential for our identification strategy, which relies on measuring knowledge flows
between China and the rest of the world. Google Patents provides complete citation net-
works showing which patents reference prior art, allowing us to trace knowledge diffusion
across countries and technology classes. The database includes patents dating back to the
18th century, giving us sufficient historical depth to construct stable diffusion coefficients.
Critically, Google Patents standardizes citation formats across different patent offices, en-
abling consistent measurement of cross-border knowledge flows that would be difficult to
achieve using individual national databases. For our analysis, we extract all citations made
by Chinese patents filed between 1996-2000 to foreign patents filed 1-10 years earlier.

PATSTAT Database We use PATSTAT primarily to calculate foreign patent stocks
with maximum precision. While Google Patents provides sufficient citation data for variable
construction, PATSTAT offers several complementary advantages: (1) more standardized
assignee names and geographic coding, (2) verified legal status information, and (3) con-
sistent technology classification harmonization across patent offices. PATSTAT is particu-
larly valuable for tracking foreign patenting activity by country and technology class over
time. We use PATSTAT to construct annual patent stocks for 25 major patent-granting
countries from 1991-2014, which serve as inputs to our instrumental variable construction.
The database’s careful harmonization of IPC codes across different patent offices ensures
consistent technology classification, critical for measuring knowledge flows within specific

technical domains.

3.2 Data on Educational Attainment Across Cities

To measure the school attainment levels within each city, we use the nationally represen-
tative 2000 and 2010 Population Census Surveys (“2000 Census”, “2010 Census”), and the
2005 and 2015 1 Percent Population Surveys (“2005 Mini-Census”, “2015 Mini-Census”),
collected by the National Bureau of Statistics (NBS).
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The micro sample of the censuses records detailed information for the entire population
at their current place of residence, regardless of whether they hold local household registra-
tion (hukou, in Chinese) i.e., including migrants.” To be more specific, the census collects
information on occupation, industry, ethnicity, education level, and housing characteristics.
First, we observe the household registration type (agricultural or non-agricultural), place
of registration, and place of residence at the county level. Second, migrants are queried
regarding the year they departed from their previous place of residence, as well as their lo-
cations of residence one year and five years before the survey. By integrating these two data
points, we can infer where individuals were residing at the time they decided to pursue high
school or college education. We then utilize the original city before migration to define the
city of origin for these migrants.> Our outcome variables are constructed from the census
education variable, which records the highest level of schooling each individual has reached
at the time of the survey, that is, the highest level either completed or currently being
attended. Specifically, we compute the share of individuals aged 16 to 18 whose highest
level of schooling is high school, and the share of individuals aged 19 to 23 whose highest
level of schooling is college. Because the variable records the level reached rather than the
level completed, both measures capture participation at the relevant level: for the 16-18 age
group, individuals recorded at the high school level are predominantly currently enrolled,
since completion of the full three-year high school curriculum is not yet possible for the
youngest members of this cohort; for the 19-23 age group, the measure combines those who
have completed college-level education with those currently enrolled in it. Both variables
should therefore be read as measures of participation in, or human capital formation at,
the relevant schooling level rather than as rates of completed schooling. Throughout the
paper, we refer to them as the high school attainment rate and the college attainment rate,

using “attainment” in this sense of the highest level reached.*

ZExamples of recent works that use the census data include Imbert et al. (2022) and Zhang and Zhou
(2023).

3We designate the city of origin as the location for migrants, as we believe these cities are more likely
to be where individuals make decisions regarding pursuing high school or college education. Consequently,
the decision-making process is more likely to be influenced by the socio-cultural environment of the original
city.

4Following Zhang and Zhou (2023), we concur that in China, individuals are particularly sensitive to
labor market conditions at the age of 16. This age corresponds to a significant increase in the financial
and opportunity costs of schooling as students transition from middle school to high school. Moreover,
the well-known Nine-Year Compulsory Education Law, enacted in 1986, guarantees nearly free education
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3.3 Other Data Sources

Annual Survey of Industrial Firms (ASIF) The ASIF dataset includes comprehen-
sive information such as employment, capital stock, and other variables for all state-owned
industrial firms and non-state-owned firms with annual sales exceeding 5 million RMB.
This data is collected through annual surveys conducted by China’s National Bureau of
Statistics (NBS). Detailed discussions of the ASIF data can be found in Brandt et al. (2012)
and Brandt et al. (2014).° Specifically, data on creative destruction are derived from the
ASIF. Following the methodologies of Aghion et al. (2016) and Davis et al. (1996), we de-
fine job creation (destruction) as the sum of all employment gains (losses) from expanding
(contracting) firms between 2000 and 2007, including firm creations (destructions). One
limitation to note is that the ASIF dataset includes only firms with annual sales exceeding
5 million RMB. Consequently, when a firm no longer appears in the survey, it is uncer-
tain whether it has fallen below the sales threshold or ceased operations. Due to data
constraints, it is challenging to distinguish between these two scenarios. In our analysis,
we classify firms that appeared in earlier survey waves but are absent in subsequent waves
as bankrupt. Therefore, our estimation represents the upper bound of job destruction.
Additionally, we calculate net employment change as the difference between employment
in 2007 and employment in 2000 for each city.

Urban Household Surveys (UHS) The returns to education for urban residents
utilized in our analysis are estimated using data from the Urban Household Survey (UHS)
conducted by China’s National Bureau of Statistics. The UHS contains detailed individual-
level information, including demographic characteristics such as gender, age, and education
level, and employment information such as working status, occupation, sector, and wages
(Dai et al. (2021)). We have access to the UHS data of 18 provinces that cover 179
prefecture-level cities between 2000 and 2009.

National Fixed Point Surveys (NFPS) The NEFPS data, collected by the Research

for the first nine years of schooling, with expenses predominantly covered by public finances. Given that
students typically commence schooling at age 6 or 7, they complete this nearly free education by age 16.
Consequently, we consider youth aged 16 to 18 as the relevant age group for high school education, and
those aged 19 to 23 as the relevant age group for college education.

®Recent studies utilizing the ASIF data include Brandt et al. (2017), Che and Zhang (2018), and Feng
and Xia (2022).
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Center of Rural Economy of the Chinese Ministry of Agriculture, provides comprehensive
information at both the household and individual levels. The NFPS covers approximately
40,000 households from more than 400 villages in 31 provinces. This dataset encompasses
various dimensions, including household workforce composition (e.g., the number of agri-
cultural and non-agricultural workers), demographics, education, employment, income, and
agricultural production.

Control Variables Control variables related to city-level educational resources and
developmental characteristics are initially constructed using data from the China City Sta-
tistical Yearbook, and are subsequently supplemented by data from the Statistical Yearbook
or City Yearbook published by each respective city.

The summary statistics of the main variables can be found in Table 1.

3.4 Data Timeline

For most of our analysis, we examine changes in local outcomes over 15 years, specifically
from 2000 to 2015. The Chinese patent data spans 30 years. We utilize data from 1996
to 2000 to construct the innovation network based on patent citations from the preceding
ten years. We then integrate this innovation network with global patent data to predict
potential Chinese patents beginning in 2001.

The mechanism analyses in Section 6 are estimated over shorter windows than the
2000-2015 window of our main attainment regressions, because the household and firm
surveys they rely on cover different and generally shorter periods. Specifically, the job-flow
analysis uses the Annual Survey of Industrial Firms over 2000-2007, the urban education-
premium analysis uses the Urban Household Survey (UHS) over 2002-2009, and the rural
non-agricultural employment and migrant-premium analyses use the National Fixed Point
Surveys (NFPS) over 2003-2013. These windows are dictated by data availability rather

than by design, and we report the relevant period in each corresponding table note.
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Table 1: Summary Statistics for Main Variables

o @ 6 @ (5)

N Mean SD Min Max
Panel A: Year 2000
High school attainment rate 268 0.300 0.150 0.030 0.840
College attainment rate 268 0.050 0.040 0 0.260
High school attainment rate (urban) 267 0.690 0.130 0.290 0.960
College attainment rate (urban) 268 0.150 0.060 0.040 0.380
High school attainment rate (rural) 258 0.170 0.100 0.010 0.550
College attainment rate (rural) 263 0.010 0.010 0 0.050
Number of patents 268 31.74 127.9 1 1799
GDP (100 million yuan) 268 351.3 4443 1284 4551
Population (10,000 persons) 268 407.2 287 19.94 3091
Panel B: Year 2015
High school attainment rate 268 0.740 0.110 0.300 0.980
College attainment rate 268 0.400 0.130 0.080 0.790
High school attainment rate (urban) 267 0.800 0.110 0.340 0.980
College attainment rate (urban) 268 0.540 0.150 0.080 0.890
High school attainment rate (rural) 258 0.680 0.130 0.180 0.940
College attainment rate (rural) 263 0.290 0.120 0.040 0.650
Number of patents 268 1088 3236 3 40152
Panel C: Change between 2000 and 2015
A High school attainment rate 268 0.440 0.120 -0.110 0.700
A High school attainment rate (urban) 267 0.110 0.120 -0.370 0.530
A High school attainment rate (rural) 258 0.510 0.110 0.140 0.790
A College attainment rate 268 0.350 0.110 0.070 0.630
A College attainment rate (urban) 268 0.390 0.140 -0.050 0.740
A College attainment rate (rural) 263 0.280 0.120 0.040 0.630
Patent growth 268 3.260 1.170 0.410 6.790

Notes: This table presents the summary statistics of the primary variables utilized in our analysis based on a cross-sectional
sample of 268 Chinese prefectures. The educational variables were derived from the Census 2000 and Mini-census 2015. Patent
data were calculated using information collected from the China National Intellectual Property Administration (CNIPA). GDP
and population data were obtained from China City Statistical Yearbook, and are subsequently supplemented by data from
the Statistical Yearbook or Yearbook published by each respective city. A denotes the change in the relevant variable between

2000 and 2015.
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4 Empirical Strategy

Does an expansion in knowledge-intensive activities increase human capital formation
within cities? To answer this question, we estimate its causal effect and examine heteroge-

neous responses in this section.

4.1 Empirical Model

The empirical model that relates the changes in human capital formation and patent
growth at the city level between 2000 and 2015 is specified by a long-difference model as
follows:

AY, = a+ BAlog (Patents.) + vX 2000 + ¢, (7)

where X 2000 represents a set of city-level controls at their 2000 values. Our coefficient of
interest is §. The outcome variable, AY,, represents the change in different measures of
education attainment. In our analysis, we drop observations with zero patents in either
2000 or 2015, and we adopt the convention of taking the logarithm of the total number of

patents.

4.2 Instrumental Variable: An Illustrative Example

A key challenge for identification is that local innovation and educational investment
may respond to common unobserved factors. For instance, areas with forward-looking
residents might simultaneously invest more in R&D and value education more highly. Ad-
ditionally, reverse causality is a concern if skilled workers drive innovation rather than
innovation driving skill acquisition. We now aim to isolate the causal relationship be-
tween the growth in innovation activities and human capital formation. To achieve this,
we must identify variations in patenting that, after accounting for control variables, are
independent of unobserved factors that could simultaneously influence the expansion of a
knowledge-based economy and changes in human capital formation within cities. Many
omitted factors could generate such a correlation, and the direction of the resulting bias
is inherently uncertain. Examples of these factors include short-term phenomena such as

trade and financial shocks, as well as long-term trends like the technological obsolescence
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of local industries. Additionally, reverse causality poses a potential concern, wherein ed-
ucation may be the cause rather than the effect of the emergence of a knowledge-based
economy in local labor markets.

In this subsection, we construct an instrument for local growth in innovation activi-
ties.® The rationale behind the instrument is that local patenting is, at least partially, the
outcome of the recombination of ideas generated in other parts of the world. These ideas
spread across geographic regions and technology classes through diffusion channels that
are predetermined and persistent over time (Acemoglu et al. (2016); Liu and Ma (2021);
Berkes and Gaetani (2023)). This process is conceptually akin to an input-output model
for the production of ideas, wherein existing patents serve as perfectly substitutable build-
ing blocks for future innovation. The primary distinction from a traditional input-output
production model is that, in our context, ideas function as non-rival inputs. We utilize the
observed network of patent citations from the early sample period (1996-2000) to quantify
the strength of the knowledge diffusion channels underpinning this process. By integrating
the actual patent data from other countries during the 1991-2014 period through these
diffusion channels, we derive a prediction for local patenting in the 2001-2015 period.

To illustrate the procedure, consider a hypothetical example displayed in Figure 1. This
scenario represents a simplified world with only three country-class pairs: China-Computer,
US-Telecommunication, and Germany-Software. Panel A shows the network of citations
observed in the early sample. In this network, China-Computer produces one patent that
cites three grants (out of 50) from US-Telecommunication and another three grants (out
of 10) from Germany-Software. Assuming that external ideas are perfectly substitutable
inputs for local innovation, these observed citation links indicate that producing a new
patent in China-Computer requires either 100 new patents in US-Telecommunication or 20
new patents in Germany-Software, corresponding to the origin country-class pair.

We refer to the number of patents in the destination country-class (here, China-Computer)

induced by an additional patent in the origin country-class as the coefficient of diffusion.” In

6 A similar method has also been used by Acemoglu et al. (2016) and Liu and Ma (2021) in their recent
work.

TPatent data are classified according to the International Patent Classification (IPC) system, which
differs from China’s industry classification. We use a concordance table for Chinese patents to map patent
class (IPC) to industry classification code in China.
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Figure 1: Predicting Patenting: An Illustrative Example
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Notes: This illustrative example demonstrates the diffusion and recombination process underlying the
construction of the instrument. Panel A: In the initial sample (at time t), the destination country-industry,
exemplified by China-Computer, produces one patent that cites three patents from the origin country-
industry US-Telecommunication (out of a total of 50) and three patents from Germany-Software (out of a
total of 10). This results in diffusion coefficients of % and %, respectively. Panel B: In the later period
(at time t + 1), Germany-Software generates an additional 20 patents. Our methodology predicts one
additional patent in China-Computer, calculated as % x 20 =1.



the illustrative example in Figure 1, the coefficients of diffusion for US-Telecommunication

0.5

and Germany-Software are =3

and % respectively. The value 0.5 represents the share of ci-
tations allocated by China-Computer to each origin country-class. Panel B illustrates how
we employ these coefficients to predict patenting in the later sample. As shown, if Germany-
Software produces 20 additional patents, we predict an additional patent (% x20=1)in

China-Computer.

4.3 Construction of the Instrumental Variable

We construct the instrument through a three-step process, as illustrated in the example
above. First, we utilize the observed citation patterns from the early sample period (1996—
2000) to identify and quantify the channels of idea diffusion across cities and technology
classes. For every patent in China of class v, we calculate the share of citations given to
patents from country b of class u (referred to as the origin-class pair), filed A years before.
The sum of all these shares, normalized by the total number of patents in (b, ), can be
interpreted as a measure of the strength of knowledge flows from the origin country-class
to China-class. This measure, which corresponds to the coefficient of diffusion mentioned
in the illustrative example, is denoted as dE\b7 1) (Chinaw)- Using the coefficient of diffusion,
we can predict the number of new patents in (China,v) induced by a single patent filed A
years earlier in (b, u1).

Following the approach of Berkes and Gaetani (2023), we treat each Chinese patent filed
between 1996 and 2000 as a potential destination patent and those filed between 1 and 10
years prior as potential origin patents. The coefficient of diffusion can be mathematically

represented using equation (8) below:

A
ZpEP(C’hina,V) ShareCit (b,p)—p

TotPat a u

: (8)

A —
d(b,u)—)(Chinay) -

where b # China, A € {1,---,10} and P(China,v) denotes the set of patents in the
China-class (China,v) filed between 1996 and 2000. The numerator in equation (8) refers
to the sum of the share of citations given by each Chinese patent p € P(China,v) to
origin patents in (b, 1) filed X years before. And the denominator ( TotPat {,\ ,.) is the total
number of potential origin patents in country b of class u(b, i) filed between 1996 — A and
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2000 — A. To reduce endogeneity concerns, we exclude citations to other Chinese patents,
so that diffusion is measured only from foreign origin patents (b # China), consistent with
equation (8).

In the next step, we use the coefficient of diffusion (d?b, ) %(Chmaw)) in combination with
observed patenting in other countries between 1991 and 2014 to predict the number of
patents for each patent class in China between 2001 and 2015. In other words, we do this
by computing the number of patents we expect to observe in each patent class, given the

input-output citation model outlined above. Mathematically,

Pat China,r,2001 = K2001 E E d —(Chinaw) Fab b 20011, 9)

A=1 b,u

The term kogp; is a rescaling factor that ensures that the total number of patents we
estimate in China is the same as the total number of patents we observed in the data
provided by CNIPA. We then use the same method to predict patents in 2002, and this
process is repeated sequentially to predict patenting for every year up to 2015.

Finally, different industry classes experienced different patent growth, while different
cities in China had different compositions of industries. We can then calculate predicted
regional patent growth using the industry share data from the Annual Survey of Industrial
Firms (ASIF) in 2000. Consequently, the Bartik instrument for local patent growth is
formulated as the log difference between predicted patents in 2015 and the actual patents

in 2000.

4.4 Validity of the Instrumental Variable
4.4.1 First-Stage Results

The instrument should have predictive power on the actual patent growth between 2000
and 2015. In other words, the predicted patent growth obtained through the input-output
citation model previously outlined should be correlated with actual patent growth. Ap-
pendix Figure A6 shows a scatter plot of the first-stage relationship between the predicted
and actual growth rate of patenting. The actual and predicted patent growth is strongly
but not perfectly correlated. Table 2 reports the first-stage results under different settings.
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In column (1), no control variables are included. Column (2) includes the base year share of
high school attainment as a control. The last column further includes GDP and population
of the base year, as additional controls. The R? is 0.47, while the regression coefficient is
0.70 and statistically significant at the 1% level. The F-statistic is 54.39, thereby alleviating

concerns regarding the weakness of the instrument.

Table 2: First-Stage Results

(1) (2) (3)

Predicted Growth 0.714%** 0.709%** 0.701%**

(0.055) (0.052) (0.051)
Base year education No Yes Yes
Controls No No Yes
R? 0.410 0.441 0.466
F-Statistic 168.88 101.72 54.39
Observation 268 268 268

Notes: This table reports the first stage of the instrumental variable regression. The dependent variable is actual patent
growth between 2000 and 2015, and the excluded instrument is predicted patent growth constructed from the citation-based
diffusion model described in Section 4. In column (1) no control variables are included. Column (2) includes the 2000 high
school attainment rate as a control. The last column further includes GDP and population in 2000, as additional controls.
Standard errors are clustered at the prefecture level. * p < 0.1, ** p < 0.05, *** p < 0.01.

4.4.2 Pre-Trend Test

For the instrumental variable to be valid, it is also essential that cities experiencing
different innovation shocks, as captured by the instrument, would not have exhibited sys-
tematically different trajectories in human capital formation in the absence of these shocks.
We substantiate this condition by showing that predicted patent growth does not correlate
with pre-existing trends in local human capital formation. As evidenced in Figure 2, the
correlation between predicted patent growth (2000-2015) and previous changes (1990-2000)
in high school and college attainment rate is statistically insignificant. This finding implies
that the innovation shocks observed from 2000 to 2015 are uncorrelated with the trajectory

of human capital formation in the prior decade.
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Figure 2: Predicting Patenting: Pre-Trend in 1990-2000
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Notes: This figure illustrates the relationships between predicted patent growth at the prefecture level and changes in high school attainment rate
(top panels) and college attainment rate (bottom panels) from 1990 to 2000. The left panels depict the raw data, while the right panels present data
residualized with respect to the 1990 attainment rate.



5 Empirical Results

5.1 Patent Growth and Human-Capital Formation
5.1.1 Baseline Results

Figure 3 provides graphical evidence on the relationship between patent growth and
changes in educational attainment from 2000 to 2015. The top panels examine the high
school attainment rate, while the bottom panels examine the college attainment rate. The
left panels show the unconditional relationships between the log change in the number of
patents and the change in the corresponding attainment rate. The right panels present
partial-regression plots in which both variables are residualized with respect to the corre-
sponding attainment rate in 2000.

The unconditional relationship is positive for college attainment but weak for high
school attainment. One likely explanation is convergence in educational attainment. Cities
with relatively high high school attainment rates in 2000 had less scope for subsequent
increases, while cities with lower initial attainment rates experienced larger gains. If ini-
tially high-attainment cities also experienced greater patent growth, failing to account for
baseline attainment would attenuate the observed relationship between patent growth and
subsequent educational upgrading. Consistent with this explanation, the right panels show
positive relationships between patent growth and changes in both high school and college
attainment after accounting for initial attainment. Figure 3 therefore motivates the in-
clusion of the corresponding 2000 attainment rate in the regression specifications. Similar
controls for initial outcome levels are used by Chen et al. (2020) and Berkes and Gaetani
(2023).

Tables 3 and 4 present the corresponding regression estimates for high school and college
attainment, respectively. Panel A of each table reports OLS estimates, and Panel B reports
2SLS estimates in which actual patent growth is instrumented by predicted patent growth.
Within each sample, the first specification includes no controls, the second controls for
the corresponding attainment rate in 2000, and the third additionally controls for GDP
and population in 2000. The first three columns report estimates for the full sample; the

remaining columns report estimates separately for individuals with urban and rural hukou.
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Figure 3: Patent Growth and Changes in Educational Attainment
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Notes: This figure shows the relationship between patent growth and changes in educational attainment across Chinese prefectures from 2000 to 2015.
Patent growth is measured as the log difference in the number of patents between 2000 and 2015. The dependent variable in the top panels is the change
in the high school attainment rate among individuals aged 16-18, and the dependent variable in the bottom panels is the change in the college attainment
rate among individuals aged 19-23. The left panels show the unconditional relationships. In the right panels, both patent growth and the change in the
relevant attainment rate are residualized with respect to the corresponding attainment rate in 2000. Each line represents an unweighted linear fit.



We discuss the urban-rural heterogeneity in Section 5.2.

The full-sample estimates show that greater patent growth is associated with larger
increases in both high school and college attainment. For high school attainment, the
unconditional OLS estimate in column (1) of Table 3 is small and statistically insignificant.
Once the 2000 high school attainment rate is included, the OLS coefficient increases to
0.019 and becomes statistically significant at the 1 percent level. This pattern is consistent
with the convergence mechanism illustrated in Figure 3. For college attainment, the OLS
estimates are positive and statistically significant across all three specifications in Table 4.

The preferred 2SLS estimates are reported in column (3) of each table. In Table 3, the
estimated coefficient is 0.027, implying that a one-log-point increase in patent growth raises
the high school attainment rate by 2.7 percentage points. In Table 4, the corresponding
coefficient is 0.026, implying a 2.6-percentage-point increase in the college attainment rate.
Both estimates are statistically significant at the 1 percent level and remain stable after
controlling for baseline GDP and population.

Overall, the graphical and regression evidence presents a consistent pattern. Figure 3
shows that patent growth is positively associated with educational upgrading after differ-
ences in initial attainment are taken into account. More importantly, the 2SLS estimates
indicate that innovation-induced patent growth leads to economically and statistically sig-

nificant increases in both high school and college attainment.

5.1.2 Robustness: Ruling Out Alternative Channels

A potential concern for the exclusion restriction is that global technology shocks could
affect local schooling in Chinese cities through channels other than induced local patent-
ing, in particular, through changes in export demand, import competition, FDI inflows,
or imported capital goods. Cities with industrial bases more exposed to a global tech-
nology boom in a given technology class may experience these changes simultaneously,
independently affecting local labor market conditions and household returns to education.
To assess this concern, we augment the baseline 2SLS specification with three additional
city-level controls: the change in the export-to-GDP ratio, the change in imported capital

goods, and the change in the FDI-to-GDP ratio, each measured between 2005 and 2015.
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The logic is straightforward: if the instrument were operating through these trade and
foreign capital channels rather than through local patenting, directly controlling for them
should substantially attenuate the coefficient on patent growth.

Table A2, Panel A, reports the results. Across all six columns, the coefficient on patent
growth remains statistically significant. For high school attainment (columns 1-3), the
coefficient ranges from 0.017 to 0.018 and remains significant at the 1 percent level; for
college attainment (columns 4-6), it ranges from 0.021 to 0.025 and remains significant
at conventional levels. Two caveats temper the interpretation. First, because the trade
and FDI controls are measured after the innovation shock begins, they are potentially
post-treatment and could themselves respond to local patenting; we therefore view this
exercise as a sensitivity check rather than definitive validation of the exclusion restriction.
Second, data availability reduces the sample from 268 to roughly 232-239 cities, so the
modest difference relative to the baseline coefficient of 0.027 reflects the changed sample as
well as the added controls. With these caveats, the persistence of a significant coefficient is
consistent with the instrument capturing the effect of local innovation activity on schooling,
rather than the broader effects of global technology exposure through trade or foreign

capital flows.

5.1.3 Robustness: Shift-Share Inference

Our instrument follows a shift-share design in which global technology-class shocks are
interacted with predetermined local exposure shares derived from the early-period citation
network. The recent econometric literature on shift-share designs (Goldsmith-Pinkham
et al. (2020); Borusyak et al. (2022); Adao et al. (2019)) has emphasized that the identifying
variation in such settings derives from the shocks themselves, namely global patent growth
across technology-country combinations, rather than from within-city variation. If a small
number of dominant shocks were to account for most of that variation, the effective number
of independent observations could be far smaller than the number of cities in the sample,
and city-level clustering would understate true uncertainty regardless of how many cities
are included. Whether such concentration actually obtains is an empirical question rather

than an inherent property of the design, and our setting allows us to answer it directly:
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Table 3: Patent Growth and High School Attainment

Whole sample Urban sample Rural sample

(1) (2) (3) (4) () (6) (7) (8) (9)
Dependent variable: change in the share of individuals with high school education
Panel A: OLS results

Patent Growth 0.006  0.019*** 0.019%** -0.016%*  0.009 0.009 0.012*  0.022*%**  0.021%**
(0.006) (0.005) (0.005) (0.007)  (0.006)  (0.006) (0.007) (0.006) (0.006)
Base year education No Yes Yes No Yes Yes No Yes Yes
Controls No No Yes No No Yes No No Yes
Observations 268 268 268 267 267 267 258 258 258
R-squared 0.004 0.487 0.491 0.023 0.340 0.366 0.015 0.131 0.151
Panel B: IV results
Patent Growth 0.025%*  0.027%*%*  (0.027*** 0.003 0.016*  0.017** 0.020%*  0.030%**  (0.027***
(0.012) (0.007) (0.007) (0.011)  (0.009) (0.009) (0.010) (0.010) (0.009)
Base year education No Yes Yes No Yes Yes No Yes Yes
Controls No No Yes No No Yes No No Yes
Observations 268 268 268 267 267 267 258 258 258
R-squared -0.031 0.481 0.485 -0.011 0.336 0.362 0.008 0.125 0.147

[\)
=~ Notes: This table presents the results of an analysis examining the effects of patent growth from 2000 to 2015 on the change in the share of individuals aged 16 to 18 whose highest
level of schooling reached is high school. The first three columns report results for the entire sample, the next three columns for the urban sample, and the last three columns for
the rural sample. In columns (1), (4), and (7), no control variables are included. Columns (2), (5), and (8) include the 2000 high school attainment rate as a control. The remaining
columns further include GDP and population of the base year, 2000, as additional controls. Standard errors are clustered at the city level. * p < 0.1, ** p < 0.05, *** p < 0.01.



Table 4: Patent Growth and College Attainment

Whole sample Urban sample Rural sample

(1) (2) 3) (4) () (6) (7) (®) 9)

Dependent variable: change in the share of individuals with college education

Panel A: OLS results

Patent Growth 0.024*%**  0.025%F*  0.024*** 0.019***  0.019%**  0.019** 0.031***  (0.029%**  0.029%**
(0.006) (0.006) (0.006) (0.007) (0.007) (0.008) (0.006) (0.005) (0.006)
Base year education No Yes Yes No Yes Yes No Yes Yes
Controls No No Yes No No Yes No No Yes
Observations 268 268 268 268 268 268 263 263 263
R-squared 0.066 0.152 0.182 0.028 0.028 0.077 0.096 0.179 0.198
Panel B: IV results
Patent Growth 0.020%*  0.029***  0.026%** 0.018 0.019 0.016 0.027***  (0.028%**  (.028%**
(0.010) (0.009) (0.009) (0.012) (0.012) (0.012) (0.009) (0.009) (0.009)
Base year education No Yes Yes No Yes Yes No Yes Yes
Controls No No Yes No No Yes No No Yes
Observations 268 268 268 268 268 268 263 263 263
R-squared 0.064 0.150 0.181 0.027 0.028 0.076 0.095 0.179 0.198

[\)
oo Notes: This table presents the results of an analysis examining the effects of patent growth from 2000 to 2015 on the change in the share of individuals aged 19 to 23 whose
highest level of schooling reached is college. The first three columns report results for the entire sample, the next three columns for the urban sample, and the last three columns
for the rural sample. In columns (1), (4), and (7), no control variables are included. Columns (2), (5), and (8) include the 2000 college attainment rate as a control. The remaining

columns further include GDP and population of the base year, 2000, as additional controls. Standard errors are clustered at the city level. * p < 0.1, ** p < 0.05, *** p < 0.01.



because the citation network assigns each city a measurable exposure to every technology-
country combination, we can quantify how concentrated the identifying variation in fact
is.

To address this concern, we assess shock concentration by constructing each city’s ex-
posure to every IPC-country shock combination using the citation-based exposure shares.
We rank shocks by their aggregate contribution to identifying variation and find that five
combinations account for a disproportionate share of total exposure. To test whether our
results are sensitive to these dominant shocks, we include each city’s direct exposure to
these five combinations as additional controls in the baseline IV regression. If the main es-
timates were driven by these dominant shocks, directly absorbing their contribution should
substantially attenuate the coefficient on patent growth. Table A2, Panel B, shows that this
is not the case. After including the five dominant shock controls, the coefficient on patent
growth remains 0.026-0.027 for high school attainment (significant at the 1 percent level)
and 0.024 for college attainment (significant at the 5 percent level), within sampling error
of the baseline estimates of 0.027 and 0.026. The identifying variation is therefore dispersed
across many technology-country combinations rather than concentrated in a small number
of influential shocks, which is precisely the configuration in which conventional clustered
inference is well behaved. The strength of the first stage points in the same direction: the
instrument predicts actual patent growth with an F-statistic of 54.39 in the fully controlled
specification (Table 2), well above conventional thresholds. Our estimates therefore rest on
substantial identifying variation that is broadly distributed across the shock space, rather

than on a handful of influential technology-country combinations.

5.1.4 Robustness: Controlling for Province-Level Education Expansion Poli-

cies

A further concern is that China’s education expansion policies, which were set and
phased in primarily at the province level, could confound our estimates if they were corre-
lated with local patent growth. If provinces that expanded high school or college capacity
most aggressively also happened to be more innovative, the baseline coefficient could partly

reflect province-level policy rather than the effect of local innovation on schooling deci-
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sions. To address this concern, we re-estimate the baseline specification with the addition
of province fixed effects. Because the specification is a long difference, these fixed effects
absorb province-level factors that are common to all cities within a province, including
province-wide differences in the extent of education expansion between 2000 and 2015, and
identify the effect of patent growth from within-province variation across cities.

Table A3, Panel A, reports the results. For high school attainment, the coefficient
on patent growth is 0.025 with the full set of controls (column 3), compared with 0.027
in the baseline specification, and remains significant at the 1 percent level. For college
attainment, the coefficient is 0.023 with the full set of controls (column 6), compared with
0.026 at baseline, and remains significant at the 5 percent level. The similarity between
these estimates and our baseline results indicates that province-level education expansion
policies are not driving our findings, and that the effect of patent growth on educational

attainment operates through within-province variation in local innovation activity.

5.2 Urban—Rural Difference

Does the effect of patent growth differ between rural and urban households, given
the urban-rural divide in China? To assess potential heterogeneous effects, we categorize
individuals as either rural or urban residents based on their hukou status (China’s household
registration system). Additionally, we separately construct high school attainment rate
and college attainment rate for urban and rural residents as the outcome variables. While
college attainment decisions may be formed early in students’ lives, our focus on age 16-18
for high school and 19-23 for college captures critical decision points where families can
still respond to changing economic conditions. The Nine-Year Compulsory Education Law
ensures nearly universal basic education, making high school the first major choice point
where opportunity costs become binding. Even if college aspirations develop earlier, the
actual attainment decision at age 19-23 remains sensitive to contemporary labor market
conditions and family economic circumstances.

The middle and right panels of Tables 3 and 4 present the results for urban and rural
youth, respectively. Specifically, columns (4)-(6) report the results for urban youth, while
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columns (7)-(9) report the results for rural youth.® The findings indicate that the effect of
patent growth on schooling is larger for rural youth than for their urban counterparts at
both the high school and the college level. The rural estimates are positive and statistically
significant for both outcomes. For urban youth, the high school estimate is positive and
significant, whereas the college estimate is positive but statistically insignificant. We note
that comparing significance across separately estimated subsamples is not a formal test of
whether the rural and urban coefficients differ, and we therefore describe the rural-urban
contrast as a difference in magnitude rather than as a statistically established gap.

One possible explanation for this difference is that patent growth may lead to the estab-
lishment of new industries and job opportunities in rural areas. Information transmission
may partially explain these patterns. Urban parents typically have better access to infor-
mation about labor market changes and technological trends. However, rural parents can
still learn about these opportunities through multiple channels: migrant networks, local job
market changes, and media coverage of technological development. Our results suggest that
even with information disadvantages, rural families respond strongly to innovation-driven
opportunity expansion. Alternatively, the prospect of better employment in technologi-
cally advanced sectors can motivate rural families to invest more in education, viewing it
as a pathway to new opportunities. Additionally, as patent growth signifies technological
progress and innovation, it can alter the local community’s perception of education. Rural
families may begin to value education more highly, recognizing it as essential for partici-
pating in the expanding knowledge-based economy. We will explore these potential reasons
in greater detail in Section 6.

The aforementioned results suggest that patent growth, or innovation, correlates with
a reduction in the education gap between urban and rural areas. Table 5 shows that

patent growth narrows the urban—rural education gap. The effect is statistically significant

80ne feature of the urban estimates in Table 3 warrants comment. In the urban subsample without
controls (column (4)), the OLS coefficient on patent growth is negative and significant (—0.016), whereas
the corresponding 2SLS estimate is positive but statistically insignificant (0.003). This sign reversal is
confined to the specification without controls: once the base-year attainment rate is included (columns
(5)—(6)), the OLS and 2SLS estimates are both positive. The negative uncontrolled urban OLS coefficient
reflects the strong negative association between baseline attainment and its subsequent change in already-
saturated urban markets—high-attainment cities have little room to grow further—rather than a genuine
negative effect of innovation. Conditioning on baseline attainment removes this bias, and the instrument
does not manufacture a positive effect: in the uncontrolled specification the 2SLS estimate is essentially
Zero.
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at the 5 percent level for high school attainment (Column (3), coefficient -0.020) and
marginally significant at the 10 percent level for college attainment (Column (6), coefficient
-0.018). This finding underscores the transformative influence of technological advancement
on the equitable distribution of educational opportunities across geographic boundaries.
Technological progress, as reflected in increased patenting activity, appears to play a crucial
role in leveling the educational playing field between urban and rural regions. Education
is a critical determinant of socioeconomic status, and narrowing the education gap can
lead to reduced income inequality and enhanced social mobility. Rural areas, often lagging
in educational attainment due to limited resources and opportunities, stand to benefit
substantially from the spillover effects of urban innovation. Furthermore, the positive
impact of patent growth on education highlights the broader societal benefits of fostering
an innovative environment. Policymakers can leverage this insight to promote policies that
encourage innovation not only for economic growth but also for social equity. Investing in
technology and innovation infrastructure can thus serve as a dual-purpose strategy to drive

economic development and reduce socioeconomic disparities.

Table 5: Patent Growth and Urban—Rural Education Gap

High School Education College Education
(1) (2) (3) (4) (5) (6)
Panel A: OLS Results
Patent Growth -0.021%%  -0.012*%* -0.013** -0.011*  -0.009  -0.011*
(0.008) (0.006) (0.006) (0.006) (0.006) (0.006)
Base year gap No Yes Yes No Yes Yes
Controls No No Yes No No Yes
Observations 257 257 257 263 263 263
R-squared 0.032 0.443 0.453 0.013 0.063 0.074
Panel B: IV Results
Patent Growth -0.009  -0.020%* -0.020** -0.009 -0.015* -0.018%*
(0.013) (0.009) (0.009) (0.009) (0.009) (0.010)
Base year gap No Yes Yes No Yes Yes
Controls No No Yes No No Yes
Observations 257 257 257 263 263 263
R-squared 0.020 0.438 0.450 0.012 0.059 0.069

Notes: This table presents the results of an analysis examining the effects of patent growth from 2000 to 2015
on the change in the education gap between urban and rural areas in terms of high school attainment and
college attainment. The gap is defined as the urban attainment rate minus the rural attainment rate, so a
negative coefficient indicates that patent growth narrows the urban-rural gap. The first three columns report
results for high school education, and the next three columns are for college education. In columns (1) and (4),
no control variables are included. Columns (2) and (5) include the base year high school/college attainment
rate gap as a control. The remaining columns further include GDP and population of the base year, 2000, as
additional controls. Standard errors are clustered at the city level. * p < 0.1, ** p < 0.05, *** p < 0.01.
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5.2.1 Robustness: Assessing Sensitivity to Ceiling Effects

A potential concern with the rural-urban heterogeneity documented above is that it may
partly reflect mechanical convergence rather than a genuine differential response to inno-
vation. Cities that already had high baseline attainment rates in 2000, disproportionately
urban, have less remaining room to increase attainment further, which could mechanically
generate a larger measured effect in cities with lower baseline rates regardless of any true
rural-urban difference in the response to patent growth.

To assess this concern, we drop cities in the top 10 percent of the 2000 baseline
attainment-rate distribution (separately for high school and college) and re-estimate the
baseline specification on the remaining sample. Table A3, Panel B, reports the results.
With the full set of controls (column 3), the coefficient on patent growth for high school
attainment is 0.014, compared with 0.027 in the baseline specification, and remains sig-
nificant at the 5 percent level. For college attainment (column 6), the coefficient is 0.015,
compared with 0.026 at baseline, and remains significant at the 10 percent level. The co-
efficient therefore shrinks by roughly half once high-baseline cities are excluded. Because
the restricted-sample estimates come from fully controlled regressions on a different set of
cities, this pattern does not by itself isolate a mechanical ceiling effect; it may also reflect
genuine heterogeneity in the response to innovation across cities with different baseline at-
tainment. What the exercise does establish is that the relationship between patent growth
and educational attainment remains positive and statistically significant even in the sub-
sample where mechanical convergence is least likely to operate, so the baseline result is not
driven solely by high-baseline cities. A formal test of whether the rural-urban differential

itself survives this restriction is left to future work.

6 Mechanisms

So far, we have documented the positive impact of patent growth on human capital
development, with a pronounced effect observed among rural youth, who experience notable
advancements. We investigate two key questions: why urban areas show limited responses

to innovation, and what specific channels drive the strong rural effects. Our analysis
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examines both labor demand and education premium mechanisms.

6.1 Innovation-Driven Job Creation and Destruction

We begin by examining the labor market consequences of patent growth, which form
the backdrop for the two mechanism channels explored in subsequent subsections. Using
data from the Annual Survey of Industrial Firms (ASIF), we estimate the effect of patent
growth on job creation, job destruction, and net employment change at the city level over
the period 2000-2007. Following Davis et al. (1996) and Aghion et al. (2016), we define
job creation as the sum of all employment gains from expanding firms and new entrants,
and job destruction as the sum of all employment losses from contracting firms and exits.
Net employment change is defined as the difference between total employment in 2007 and
total employment in 2000. Table 6 presents the OLS and 2SLS estimates.

The results indicate that patent growth has a positive and significant effect on both job
creation and job destruction, consistent with the process of creative destruction in which
innovation simultaneously generates new employment opportunities and displaces existing
ones. Crucially, however, the magnitude of the effect on job creation substantially exceeds
that on job destruction. The 2SLS estimates in columns (2) and (4) show coefficients
of 0.651 and 0.514, respectively, implying that the expansion of employment significantly
outpaces its contraction. This is confirmed by the net employment results in column (5): a
one-log-point increase in patent growth is associated with a 2.828 log-point increase in net
employment, significant at the 5 percent level. Here net employment change is measured
as the log difference in total city employment between 2000 and 2007, so its coefficient is a
log-point elasticity and is not directly comparable in magnitude to the gross job-creation
and job-destruction flows in columns (1)—(4).

Two limitations of this analysis should be noted. First, the ASIF covers only large
industrial firms, state-owned enterprises and non-state-owned firms with annual sales ex-
ceeding 5 million RMB, and therefore does not capture employment dynamics in smaller
firms or the service sector. Second, the sample period ends in 2007, which is shorter than
the 2000-2015 window of our main attainment regressions. The estimates are therefore

best interpreted as suggestive evidence of positive net job creation in formal manufactur-
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Table 6: Patent Growth and Job Turnover

Job Creation Job Destruction Net Employment Change

(1) (2) (3) (4) (5) (6)

Panel A: OLS results
Patent Growth 0.634***  (0.418%** (.436*** (.243*%** 2.697*** 2.167***

(0.068) (0.063) (0.062) (0.057) (0.599) (0.631)
Controls No Yes No Yes No Yes
Observations 266 266 266 266 266 266
R-squared 0.277 0.601 0.175 0.527 0.061 0.086
Panel B: IV results
Patent Growth 0.673***  0.651%** (0.540*%** (.514%** 2.828** 2.806**

(0.119) (0.095) (0.120) (0.095) (1.110) (1.112)
Controls No Yes No Yes No Yes
Observations 266 266 266 266 266 266
R-squared 0.276 0.567 0.165 0.466 0.061 0.083

Notes: This table presents the results of an analysis examining the effects of patent growth from 2000 to

2007 on job turnover at the city level. Job creation equals employment gains summed over all plants that

expand or start-up between 2000 and 2007; job destruction equals employment losses summed over all plants

that contract or shut down between 2000 and 2007. The net employment change is the log difference in

total employment between 2000 and 2007, i.e., log(empyggy) — log(empsyggg). In columns (1), (3), and (5),

no control variables are included. Columns (2), (4), and (6) include the population and GDP in year 2000

as controls. Standard errors are clustered at the city level. * p < 0.1, ** p < 0.05, *** p < 0.01.
ing, rather than as a comprehensive account of economy-wide labor market adjustment.

With these caveats in mind, the direction of the results is informative for understanding

the attainment patterns documented in Section 5. The ASIF results provide evidence of net
job creation within the formal industrial sector; because the ASIF covers industrial firms
by construction, they cannot by themselves establish that innovation-induced job growth is
concentrated outside agriculture economy-wide. The NFPS results in Section 6.3 provide
complementary evidence on that margin, showing an increase in the rural non-agricultural
employment share. Taken together, the prospect of non-agricultural employment raises
the expected returns to further schooling for rural youth and may explain why patent
growth has a stronger effect on rural attainment than on urban attainment. We explore
this channel directly in Section 6.3. For urban residents, by contrast, the relevant margin is

not access to employment per se but the wage premium associated with higher education,

to which we turn in Section 6.2.1.
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6.2 Urban Sample
6.2.1 Returns to Education

For the urban sample, we test the education premium effect using the Urban House-
hold Survey. We follow Zhang and Zhou (2023) and use education levels as a measure
of employees’ skills. We restrict the sample according to the following criteria: (1) only
individuals of working age; (2) individuals actively participating in the labor force; (3)
individuals not employed in “party and government organizations, state organs, and social
groups,” as their wages are primarily regulated by the state and are relatively unaffected
by market dynamics; (4) individuals with urban hukou; (5) individuals with positive wage
incomes; and (6) individuals not employed in the agricultural sector.

For each city, we estimate the returns to education as follows:

In Wage;, = By + B1Gender; + Z B 1{Educ;; = k} + BsAge,, + BsAgel, + i, (10)
k#middle
where the summation is a full set of indicators for the individual’s highest level of schooling,
with middle school as the omitted category, and equation (10) is estimated separately for
each city. We denote by S5 and ¢ the coefficients on the high school and college indicators,
so that the high school education premium and the college education premium are each
measured relative to middle school.

Columns (1) - (3) of Table 7 report the OLS results, while the remaining columns
present the IV results. The top and bottom panels estimate the education premiums for
high school and college, respectively. In our preferred IV specification (column (6)), patent
growth has no statistically significant effect on either the high school or college education
premium. The OLS estimates for the college premium (columns (2) and (3)) are negative
and statistically significant, but these associations do not survive instrumenting for patent
growth, so we do not interpret them causally. These statistically insignificant IV results
align with our earlier findings, which show that patent growth has a limited impact on
high school and college attainment rates in urban China. These results suggest that in
urban areas, innovation may not substantially change the education premium, possibly

because the supply of educated workers expands alongside demand, or because innovation
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affects different skill levels simultaneously. This contrasts with theories emphasizing pure
skill-biased technological change and suggests that urban labor markets may already be suf-
ficiently integrated to quickly equilibrate skill premiums. This also suggests that, although
innovation and technological advancements contribute to various aspects of economic and
social development, their influence on educational returns, in terms of income premiums,
remains minimal within the urban context.

Table 7: Patent Growth and Returns to Education (Urban Sample)

OLS Results IV Results
(1) (2) (3) (4) (5) (6)

Panel A: High School Education
Patent Growth -0.025 -0.044* -0.030 -0.046  -0.037  -0.008

(0.033) (0.025) (0.020) (0.042) (0.044) (0.028)
Base year premium No Yes Yes No Yes Yes
Controls No No Yes No No Yes
Observations 149 149 148 149 149 148
R-squared 0.005 0.452 0.589 0.001 0.451 0.585
Panel B: College Education
Patent Growth -0.038  -0.071%**  -0.062*** -0.029  -0.049 -0.016

(0.034) (0.025) (0.022) (0.048) (0.047) (0.037)
Base year premium No Yes Yes No Yes Yes
Controls No No Yes No No Yes
Observations 149 149 148 149 149 148
R-squared 0.010 0.366 0.465 0.009 0.363 0.451

Notes: This table reports the results of the effects of innovation growth between 2002 and 2009 on the returns to education
in urban China. We use equation (10), controlling for age, age squared, and gender, to estimate the education premiums in
2002 and 2009, respectively, and then calculate the change in the premiums as the dependent variable here. Standard errors
are clustered at the city level.* p < 0.1, ** p < 0.05, *** p < 0.01.

Several potential explanations exist for the insignificant effects observed on the returns
to education in the urban area. Firstly, while innovation typically increases the demand
for highly skilled workers, potentially raising the returns to education, the nature of inno-
vation in urban China may primarily automate or augment routine cognitive tasks typi-
cally performed by middle-educated workers. This shift could disproportionately benefit
lower-educated workers who perform manual tasks, thus reducing the relative returns to
education. Additionally, the expansion of college education has led to a larger supply of
educated workers, potentially saturating the market and decreasing the wage premium as-
sociated with higher education. Moreover, the quality of education and its alignment with

market demands is crucial. It is possible that educational institutions are not effectively

preparing students for the skills required in an innovative economy. Consequently, despite
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overall innovation growth, the returns to educational investment may decline due to the

rapid and unexpected expansion of college education.

6.3 Rural Sample

Having shown limited effects in urban areas, we now examine why rural populations
benefit more from innovation. We focus on two key channels: expanded non-agricultural
employment opportunities and higher education premiums for migrant workers. These
mechanisms jointly explain why rural families increase educational investments in response

to patent growth.

6.3.1 Non-Agricultural Job Opportunities

Our previous findings indicate that rural youth in China experience significant gains in
high school and college attainment compared to their urban counterparts. In this subsec-
tion, we further explore the underlying mechanisms by examining the choice of employment
outside the agricultural sector in cities experiencing varying levels of patent growth, using
data from the National Fixed Point Surveys (NFPS).

To conduct this analysis, we focus on the reported numbers of the labor force and those
employed in non-agricultural sectors. We aggregate this data to determine the total labor
force and the agricultural workforce in rural areas at the city level. This aggregation allows
us to analyze the impact of patent growth on employment choices and the distribution of
labor across different sectors. The results are reported in Table 8. The estimates suggest
that cities experiencing greater patent growth are more likely to have a higher proportion
of workers employed in non-agricultural sectors. Specifically, a one-log-point increase in
patent growth is associated with a 2.8 percentage-point increase in the share of workers
in non-agricultural sectors (a coefficient of 0.028 on the share measured on a 0-1 scale).
These findings remain robust even after including additional control variables.

The consistent results across various specifications indicate a strong relationship be-
tween patent growth and the reallocation of labor from agricultural to non-agricultural
sectors. This shift can be attributed to several underlying mechanisms. Firstly, as dis-

cussed in Section 6.1, innovation drives economic growth and job creation, particularly in
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Table 8: Patent Growth and Share of Non-Agricultural Workers

Dependent Variable: Change in the Non-Agricultural Employment Share

(1) (2) (3)

Panel A: OLS Results
Patent Growth 0.017** 0.017** 0.016**

(0.007) (0.007) (0.006)
Base year share (2003) No Yes Yes
Controls No No Yes
Observations 192 192 192
R-squared 0.027 0.031 0.099
Panel B: IV Results
Patent Growth 0.026** 0.026** 0.028**

(0.011) (0.011) (0.011)
Base year share (2003) No Yes Yes
Controls No No Yes
Observations 192 192 192
R-squared 0.018 0.023 0.085

Notes: This table presents the results of an analysis examining the effects of patent growth from 2003 to 2013 on the change
in the share of individuals working in the non-agricultural sector. In column (1), no control variables are included. Column (2)
includes the base year share of non-agricultural workers as a control. The last column further includes GDP and population
of the base year, as additional controls. Standard errors are clustered at the city level. * p < 0.1, ** p < 0.05, *** p < 0.01.
new industries and high-tech sectors. The emergence of these sectors creates new employ-
ment opportunities that are often more attractive than traditional agricultural jobs. These
opportunities typically require higher levels of education and advanced skills. Consequently,
rural youth, recognizing the potential for better-paying and more stable employment, may
be more inclined to invest in their education to qualify for these positions. Secondly, inno-
vation in agricultural technology can enhance productivity, reducing the demand for labor
in farming. Technological advancements such as automated machinery, improved crop va-
rieties, and efficient farming practices enable farmers to produce more with fewer workers.
As a result, surplus labor in rural areas is released from agriculture and can be redirected
towards non-agricultural sectors. The shift away from agriculture reflects both “pull” and
“push” factors. Innovation creates attractive non-agricultural opportunities (pull), while
agricultural productivity improvements reduce labor demand in farming (push). Both chan-
nels make education more valuable by expanding outside options for rural youth. This dual

mechanism explains why even labor-saving agricultural technologies can increase education

demand by freeing workers for skill-intensive sectors.
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6.3.2 Returns to Education of Migrant Workers

In a manner analogous to the analysis presented in Section 6.2.1, we now estimate the
high school education premium for migrant workers using the National Fixed Point Surveys
(NFPS).? We focus on migrant workers because they represent the primary channel through
which rural youth access non-agricultural employment. Unlike urban residents who may
have multiple local opportunities, rural workers typically must migrate to access innovation-
driven jobs. The education premium for migrants therefore reflects the value of schooling in
accessing these new opportunities, providing direct evidence for our theoretical mechanism.
Our sample of migrant workers is restricted by the following criteria: (1) individuals of
working age, (2) individuals with rural hukou, and (3) individuals with positive wage
income. For each city, we apply Equation (10) to estimate the high school education
premium for migrant workers originating from that city.

Table 9 presents the corresponding results. Again, Panel A reports the OLS results,
while Panel B displays the IV results. We find that patent growth has a significant effect
on the high school education premium for migrant workers. These significant results for
high school education are consistent with our previous findings that patent growth has a
substantial impact on high school attainment rate in rural China. The consistency of these
results with earlier findings regarding the impact of patent growth on high school attain-
ment rate in rural China indicates a broader socio-economic trend. Regions that invest in
and experience growth in innovation not only encourage higher educational attainment but
also reward it in the labor market.

The significant impact of patent growth on the high school education premium for mi-
grant workers can be attributed to several interrelated factors. Firstly, more innovative
regions may generate stronger demand for skilled labor, so that employers offer higher
wages to attract and retain educated workers. We note that if innovation also improved
local educational infrastructure directly, this would represent a separate channel from the
labor-demand mechanism we emphasize; our identification assumes that the instrument
affects schooling only through local innovation, and we therefore do not treat such infras-

tructure effects as an established part of the mechanism. In addition, the spillover effects

9We do not estimate the college education premium for migrant workers, as the majority of them do
not possess a college education, making it challenging to accurately estimate the college premium.
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Table 9: Patent Growth and Returns to Education of Migrant Workers

Dependent Variable: Change in the High-School Wage Premium
(1) (2) (3)

Panel A: OLS Results

Patent Growth 0.058 0.069** 0.067**
(0.061) (0.032) (0.033)
Base-year premium (2003) No Yes Yes
Controls No No Yes
Observations 155 155 154
R-squared 0.006 0.681 0.681
Panel B: IV Results
Patent Growth 0.129 0.085** 0.082**
(0.099) (0.040) (0.040)
Base-year premium (2003) No Yes Yes
Controls No No Yes
Observations 155 155 154
R-squared -0.003 0.680 0.681

Notes: This table reports the results of the effects of patent growth between 2003 and 2013 on the returns to education of
migrant workers in rural China. We use equation (10), controlling for age, age squared, and gender, to estimate the education
premiums in 2003 and 2013, respectively, and then calculate the change in the premium of high school education as the
dependent variable. Standard errors are clustered at the city level. * p < 0.1, ** p < 0.05, *** p < 0.01.

of innovation may extend beyond the urban centers, influencing rural areas and creating an
environment that values and rewards education. As a result, migrant workers originating
from more innovative cities benefit from this economic environment, which is characterized
by higher education premiums and better employment opportunities, thus reflecting the
broader socio-economic benefits of a robust innovation ecosystem. Under the IV identify-
ing assumptions, these estimates indicate that patent growth raises the high school wage
premium among migrant workers originating from the affected cities, which supports our

hypothesis that innovation increases the returns to education. This mechanism helps ex-

plain why rural families respond to local innovation by increasing educational investments.

7 Conclusions

This study demonstrates that innovation serves as a powerful driver of human capital
formation, with particularly strong effects in rural areas. Using China’s heterogeneous ex-
posure to global innovation between 2000 and 2015, we show that a one-log-point increase in
patent growth raises high school attainment by 2.7 percentage points and college attainment

by 2.6 percentage points overall, with larger effects in rural areas. Our findings challenge
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the common assumption that technological progress primarily benefits already-advantaged
populations. Instead, we show that innovation can reduce educational inequality by creat-
ing new opportunities that make schooling investments more attractive for disadvantaged
groups.

Our mechanism analysis indicates important heterogeneity in how innovation affects
different populations. In urban areas, innovation has minimal effects on education premi-
ums, possibly because skill supply and demand adjust simultaneously. Conversely, in rural
areas, patent growth increases non-agricultural employment opportunities and raises edu-
cation premiums for migrant workers, providing direct evidence that innovation enhances
the return to schooling. These findings suggest that innovation policy may have benefits for
both economic development and educational equity. Policymakers should recognize that
R&D investments generate positive spillovers on human capital formation, particularly in
regions with initially lower education levels.

For developing countries, these results highlight innovation’s potential as an equity-
enhancing tool rather than a source of inequality. Policymakers should consider spatially
balanced innovation policies that ensure rural and disadvantaged areas can benefit from
technological advancement. This creates a case for innovation investments that complement

rather than substitute for traditional rural development policies.

42



References

Acemoglu, D. (2002). Technical change, inequality, and the labor market. Journal of
Economic Literature, 40(1):7-72.

Acemoglu, D., Akcigit, U., Alp, H., Bloom, N., and Kerr, W. (2018). Innovation, realloca-
tion, and growth. American Economic Review, 108(11):3450-3491.

Acemoglu, D., Akcigit, U., and Kerr, W. R. (2016). Innovation network. Proceedings of
the National Academy of Sciences, 113(41):11483-11488.

Acemoglu, D. and Autor, D. (2012). What does human capital do? a review of Goldin
and Katz’s the race between education and technology. Journal of Economic Literature,
50(2):426-463.

Adao, R., Kolesar, M., and Morales, E. (2019). Shift-share designs: Theory and inference.
The Quarterly Journal of Economics, 134(4):1949-2010.

Aghion, P., Akcigit, U., Bergeaud, A., Blundell, R., and Hémous, D. (2019). Innovation
and top income inequality. The Review of Economic Studies, 86(1):1-45.

Aghion, P., Akcigit, U., Deaton, A., and Roulet, A. (2016). Creative destruction and
subjective well-being. American Economic Review, 106(12):3869-3897.

Aghion, P. and Griffith, R. (2022). Innovation and inequalities. Institute for Fiscal Studies,
pages 1-9.

Almond, D. (2006). Is the 1918 influenza pandemic over? long-term effects of in utero
influenza exposure in the post-1940 US population. Journal of Political Economy,
114(4):672-712.

Atkin, D. (2016). Endogenous skill acquisition and export manufacturing in Mexico. Amer-
ican Economic Review, 106(8):2046-2085.

Autor, D. H., Katz, L. F., and Kearney, M. S. (2008). Trends in US wage inequality:
Revising the revisionists. The Review of Economics and Statistics, 90(2):300-323.

Becker, G. S. (1964). Human Capital: A Theoretical and Empirical Analysis, with Special
Reference to Education. National Bureau of Economic Research, New York.

Bell, A., Chetty, R., Jaravel, X., Petkova, N., and Van Reenen, J. (2019). Who becomes an
inventor in America? the importance of exposure to innovation. The Quarterly Journal
of Economics, 134(2):647-713.

Benhabib, J., Perla, J., and Tonetti, C. (2021). Reconciling models of diffusion and inno-
vation: A theory of the productivity distribution and technology frontier. Fconometrica,
89(5):2261-2301.

Berkes, E. and Gaetani, R. (2023). Income segregation and the rise of the knowledge
economy. American Economic Journal: Applied Economics, 15(2):69-102.

Borusyak, K., Hull, P., and Jaravel, X. (2022). Quasi-experimental shift-share research
designs. The Review of Economic Studies, 89(1):181-213.

43



Brandt, L., Van Biesebroeck, J., Wang, L., and Zhang, Y. (2017). WTO accession and
performance of Chinese manufacturing firms. American Economic Review, 107(9):2784—
2820.

Brandt, L., Van Biesebroeck, J., and Zhang, Y. (2012). Creative accounting or creative
destruction? firm-level productivity growth in Chinese manufacturing. Journal of De-
velopment Economics, 97(2):339-351.

Brandt, L., Van Biesebroeck, J., and Zhang, Y. (2014). Challenges of working with the
Chinese NBS firm-level data. China Economic Review, 30:339-352.

Bursztyn, L. and Coffman, L. C. (2012). The schooling decision: Family preferences,
intergenerational conflict, and moral hazard in the Brazilian favelas. Journal of Political
Economy, 120(3):359-397.

Che, Y. and Zhang, L. (2018). Human capital, technology adoption and firm performance:
Impacts of China’s higher education expansion in the late 1990s. The Economic Journal,
128(614):2282-2320.

Chen, Y., Fan, Z., Gu, X., and Zhou, L.-A. (2020). Arrival of young talent: The send-down
movement and rural education in China. American Economic Review, 110(11):3393—
3430.

Chiu, J., Meh, C., and Wright, R. (2017). Innovation and growth with financial, and other,
frictions. International Economic Review, 58(1):95-125.

Dai, M., Huang, W., and Zhang, Y. (2021). How do households adjust to tariff liberal-
ization? evidence from China’s WTO accession. Journal of Development Economics,
150:102628.

Damm, A. P. and Dustmann, C. (2014). Does growing up in a high crime neighborhood
affect youth criminal behavior? American Economic Review, 104(6):1806-1832.

Davis, S. J., Haltiwanger, J., and Schuh, S. (1996). Small business and job creation:
Dissecting the myth and reassessing the facts. Small Business Economics, 8:297-315.
Edmonds, E. V., Pavenik, N.; and Topalova, P. (2010). Trade adjustment and human
capital investments: Evidence from Indian tariff reform. American Economic Journal:

Applied Economics, 2(4):42-75.

Feng, S. and Xia, X. (2022). Heterogeneous firm responses to increases in high-skilled
workers: Evidence from China’s college enrollment expansion. China Economic Review,
73:101791.

Florida, R. and Mellander, C. (2015). Segregated city: The geography of economic segrega-
tion in America’s metros. Martin Prosperity Institute.

Ge, S., Guo, N., Huang, Z., Zhang, J. Z., and Zhang, L. (2026). Growing without diver-
gence: The impact of innovation on low- and high-skilled migration in China. Working

Paper.

44



Goldin, C. and Katz, L. F. (2007). Long-run changes in the wage structure: Narrowing,
widening, polarizing. Brookings Papers on Economic Activity, 38(2):135-168.

Goldin, C. and Katz, L. F. (2009). The race between education and technology. Harvard
University Press.

Goldsmith-Pinkham, P., Sorkin, I., and Swift, H. (2020). Bartik instruments: What, when,
why, and how. American Economic Review, 110(8):2586-2624.

Greenland, A. and Lopresti, J. (2016). Import exposure and human capital adjustment:
Evidence from the US. Journal of International Economics, 100:50-60.

Harris, J. R. and Todaro, M. P. (1970). Migration, unemployment and development: A
two-sector analysis. American Economic Review, 60(1):126-142.

Huang, W. and Liu, H. (2023). Early childhood exposure to health insurance and adolescent
outcomes: Evidence from rural China. Journal of Development Economics, 160:102925.

Imbert, C., Seror, M., Zhang, Y., and Zylberberg, Y. (2022). Migrants and firms: Evidence
from China. American Economic Review, 112(6):1885-1914.

Katz, L. F. and Murphy, K. M. (1992). Changes in relative wages, 1963-1987: supply and
demand factors. The Quarterly Journal of Economics, 107(1):35-78.

Kogan, L., Papanikolaou, D., Seru, A., and Stoffman, N. (2017). Technological innovation,
resource allocation, and growth. The Quarterly Journal of Economics, 132(2):665-712.
Leight, J. and Pan, Y. (2021). Educational responses to migration-augmented export
shocks: Evidence from China. Technical report, Working Paper, IFPRI, Washington,

DC.

Li, B. (2018). Export expansion, skill acquisition and industry specialization: Evidence
from China. Journal of International Economics, 114:346-361.

Li, J., Lu, Y., Song, H., and Xie, H. (2019). Long-term impact of trade liberalization on
human capital formation. Journal of Comparative Economics, 47(4):946-961.

Liu, E. and Ma, S. (2021). Innovation networks and R&D allocation. Technical report,
National Bureau of Economic Research.

Munshi, K. and Rosenzweig, M. (2006). Traditional institutions meet the modern world:
Caste, gender, and schooling choice in a globalizing economy. American Economic Re-
view, 96(4):1225-1252.

Sun, X., Li, H., and Ghosal, V. (2020). Firm-level human capital and innovation: Evidence
from China. China Economic Review, 59:101388.

Zhang, J. and Zhou, K. (2023). Quota removal, destination-specific export shocks, and
skill acquisition in China. Journal of Development Economics, 165:103149.

45



A Additional Figures and Tables

Figure A1l: Number of Patents Granted Over Time

Number of patents
100000 200000 300000 400000

1995 2000 2005 2010 2015 2020
Year

—e— China ——— US.

Notes: This figure shows the number of domestic patents granted in each year from 1995 to 2020. The
Chinese data is collected from China Statistical Yearbook on Science and Technology, and the U.S. data
is from the report of United States Patent and Trademark Office (USPTO). This figure reports aggregate
counts by grant year and is descriptive; it differs from the city-level patent measure used in the regressions,
which counts patents by filing year as described in Section 3.
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Figure A2: High School and College Education Gross Enrollment Rate over Time

Gross enrollment rate(%)
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Notes: This figure illustrates the evolution of gross educational attainment rate in high schools and colleges

from 1995 to 2020. Data is sourced from Educational Statistics Yearbook of China, highlighting key trends
in educational participation over time.
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Figure A3: Geographic Distribution of Patent Growth

Notes: This map illustrates the geographic distribution of the growth in patenting between 2000 and
2015. These calculations are based on data from the China National Intellectual Property Administration
(CNIPA).
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Figure A4: Geographic Distribution in High School Attainment Rate

(a) Panel A: Year 2000

(c) Panel C: Change Between 2000 and 2015

Notes: This map illustrates the geographic distribution of high school attainment rate in 2000 (panel A)
and 2015 (panel B). The high school attainment rate is calculated for individuals aged 16 to 18. Panel
C illustrates the geographic distribution of the changes in high school attainment rate between 2000 and
2015. These calculations are based on data from Census 2000 and Mini-Census 2015.
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Figure A5: Geographic Distribution in College Attainment Rate
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(c) Panel C: Change Between 2000 and 2015

Notes: This map illustrates the geographic distribution in college attainment rate in 2000 (panel A) and
2015 (panel B). The college attainment rate is calculated for individuals aged 19 to 23. Panel C illustrates
the geographic distribution of the changes in college attainment rate between 2000 and 2015. These

calculations are based on data from Census 2000 and Mini-Census 2015.
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Figure A6: First-Stage Scatter Plot

Patenting growth
4

N 4
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Predicted patenting growth

Notes: This figure plots the unconditional correlation between actual and predicted patent growth at the
prefecture level between 2000 and 2015, without control variables. It therefore corresponds to the first-
stage specification without controls reported in column (1) of Table 2, rather than to the fully controlled
specification in column (3).
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Table A1l: Variable Definitions and Data Sources

Variable Definition Source

High school attainment rate Share of individuals aged 16-18 Census 2000,  Mini-
whose highest level of schooling Census 2015
reached (completed or currently
attending) is high school

College attainment rate Share of individuals aged 19-23 Census 2000,  Mini-

Patent growth

Predicted patent growth (IV)

Job creation / destruction

Net employment change

Non-agricultural worker share

High school / college education premium

Urban / rural status

GDP, population (2000)

whose highest level of schooling
reached (completed or currently
attending) is college
log(Patentssg;5) —log(Patentsagg),
where Patents; is the number of
patents filed in year t by as-
signees in the city and subse-
quently granted (counted by filing
year)

Log difference between predicted
2015 patents (from diffusion
model) and actual 2000 patents
Sum of employment gains (losses)
from expanding (contracting)
firms, including entry/exit, 2000-
2007

Log difference in total city em-
ployment between 2000 and 2007,
log(empygg7) — log(empyggg )

Share of rural labor force employed
outside agriculture, city level
City-level coefficient 8y / B¢ on
the high school / college indicator
in equation (10), measured relative
to middle school
Defined by hukou registration

type, not current residence

City-level control variables

Census 2015

CNIPA

CNIPA, Google Patents,
PATSTAT, ASIF

ASIF

ASIF

NFPS

UHS (urban), NFPS

(migrants)

Census, UHS, NFPS

China City Statistical
Yearbook
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Table A2: Robustness Checks: Alternative Channels and Shock Concentration

High School College
(1) (2) (3) (4) () (6)
Dependent variable: change in attainment rate, 2000-2015
Panel A: Ruling Out Alternative Channels

Patent Growth 0.017***  0.018%**  0.018%** 0.021*%*  0.025%*%*  (.021**
(0.006) (0.006) (0.007) (0.009)  (0.009) (0.009)
Base year education Yes Yes Yes Yes Yes Yes
Population control (2000) Yes Yes Yes Yes Yes Yes
Export Increase Yes Yes
Import Increase Yes Yes
FDI Increase Yes Yes
Observations 239 232 237 239 232 237
R-squared 0.530 0.534 0.542 0.137 0.149 0.149
Panel B: Controlling for Dominant Technology-Country Shocks
Patent Growth 0.035***  0.027***  0.026%** 0.014  0.027***  0.024**
(0.013) (0.008) (0.008) (0.010)  (0.010) (0.010)
Base year education No Yes Yes No Yes Yes
Controls No No Yes No No Yes
Dominant Shock Controls Yes Yes Yes Yes Yes Yes
Observations 268 268 268 268 268 268
R-squared —0.002 0.488 0.492 0.087 0.158 0.195

Notes: This table reports 2SLS estimates of the effect of patent growth on educational attainment rate between 2000 and
2015. The dependent variable in columns (1)-(3) is the change in high school attainment rate for youth aged 16-18, and in
columns (4)-(6) is the change in college attainment rate for youth aged 19-23. Patent growth is instrumented by predicted
patent growth constructed following Berkes and Gaetani (2023). Base year education refers to the attainment rate in 2000.
Panel A augments the baseline specification with trade and foreign-capital controls; Export Increase, Import Increase, and
FDI Increase refer to the change in export/GDP ratio, imported capital goods, and FDI/GDP ratio between 2005 and 2015,
respectively, and each is included in a separate column: the export control in columns (1) and (4), the import control in
columns (2) and (5), and the FDI control in columns (3) and (6). In Panel A the city-level control set is population in 2000
only; GDP is excluded to avoid collinearity with the trade and FDI controls, and sample sizes vary due to missing trade
and FDI data at the prefecture level. Panel B adds each city’s exposure to the five IPC-country shock combinations that
contribute most to the overall identifying variation. Standard errors are clustered at the city level. * p < 0.1, ** p < 0.05,
*** p < 0.01.
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Table A3: Robustness Checks: Province Fixed Effects and Sample Restriction

High School College
(1) (2) (3) (4) () (6)
Dependent variable: change in attainment rate, 2000-2015
Panel A: Controlling for Province Fixed Effects

Patent Growth 0.035%*  0.025%**  (0.025*** 0.012  0.025%**  0.023**
(0.015) (0.009) (0.009) (0.011) (0.009) (0.010)
Base year education No Yes Yes No Yes Yes
Province FE Yes Yes Yes Yes Yes Yes
Controls No No Yes No No Yes
Observations 268 268 268 268 268 268
R-squared 0.336 0.659 0.660 0.536 0.580 0.609
Panel B: Excluding Cities with Top 10% Baseline Attainment Rates (2000)
Patent Growth 0.014**  0.021%*%*  0.014** 0.024**  0.022%** 0.015*
(0.007) (0.007) (0.007) (0.009) (0.008) (0.009)
Base year education No Yes Yes No Yes Yes
Controls No No Yes No No Yes
Observations 239 239 239 240 240 240
R-squared 0.027 0.166 0.027 0.062 0.225 0.292

Notes: This table reports 2SLS estimates of the effect of patent growth on educational attainment rate between 2000 and
2015. The dependent variable in columns (1)-(3) is the change in high school attainment rate for youth aged 16-18, and in
columns (4)-(6) is the change in college attainment rate for youth aged 19-23. Patent growth is instrumented by predicted
patent growth constructed following Berkes and Gaetani (2023). Base year education refers to the attainment rate in 2000.
Panel A adds province fixed effects, which absorb time-invariant province-level policies, including the pace of education
expansion. Panel B excludes cities in the top 10 percent of the 2000 baseline attainment-rate distribution (separately for high
school and college) and re-estimates the baseline specification on the remaining sample. Controls include city-level GDP and
population in 2000. Standard errors are clustered at the city level. * p < 0.1, ** p < 0.05, *** p < 0.01.
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